Using Blue Gene/P

This document is a short description, including examples, of how to compile and run code on the BG/P system.

Blue Gene/P (“BG/P”) is a successor to Blue Gene/L (“BG/L”), already installed. It has many similarities and a few differences.

Like the BG/L system, BG/P also has 1,024 compute processor chips. Then, considering each physical chip at a time, some of the differences are:

BG/L
BG/P

2 processor cores per chip
4 processor cores per chip

PowerPC440 plus custom floating point unit
PowerPC450 plus custom floating point unit

Non-coherent SMP
Cache-coherent SMP

32-bit architecture
32-bit architecture

700MHz clock speed
850MHz clock speed

1GB of local memory per chip
2GB of local memory per chip

MPI programing model
MPI and OpenMP programming model

2,048 processor cores per rack
4,096 processor cores per rack

25kW heat per rack maximum
37kW heat per rack maximum

GNU and IBM XL compilers
GNU and IBM XL compilers

GPFS local file system
same GPFS local file system as BG/L

IBM has published a draft Redbook which is useful reference: “IBM System Blue Gene Solution: Blue Gene/P Application Development”. This is available from http://www.redbooks.ibm.com/redpieces/abstracts/sg247287.html?Open. At some future date this will be checked and published as a formal Redbook (in other words, there are mistakes in the current draft version).

Daresbury Implementation

The initial implementation uses separate “front end” nodes for all user interactions – code compilation and job submission.

bglogin1.dl.ac.uk is the “front end” node for the BG/L system

bglogin2.dl.ac.uk is the “front end” node for the BG/P system

At some future date it will be likely that either system can be used to compile and submit jobs to either BG rack. Currently the correct node should be selected as above; the same home file system is used on both nodes.

Logging on and setting up environment

[jonathan@newthinkpad Daresbury]$ ssh jfo@bglogin2.dl.ac.uk

############################ W A R N I N G ###########################

# This is a private computer facility. Access for any reason must be #

# specifically authorised by the owner. Unless you are so authorised,#

# your continued access and any other use may expose you to criminal #

# and/or civil proceedings.                                          #

######################################################################

Last login: Thu Nov  1 11:40:58 2007 from wlandhcp61.dl.ac.uk

+---------------------------------------------------------+

|       ~ Welcome to the STFC BlueGene Platform ~         |

+---------------------------------------------------------+

|  More information at:-                                  |

|        http://request.dl.ac.uk/hosts/mano.live          |

|                                                         |

|  Queries to bluegene@request.dl.ac.uk                   |

|                                                         |

+---------------------------------------------------------+

|                 -= Current News =-                      |

| The addition of the New /P component will require some  |

|  short-term, unscheduled downtime to the /L component   | 

\_________________________________________________________/

jfo@bglogin2:~$ export PATH=$PATH:/bgsys/drivers/ppcfloor/comm/bin

jfo@bglogin2:~$ which mpicc

/bgsys/drivers/ppcfloor/comm/bin/mpicc

jfo@bglogin2:~$ which mpixlc

/bgsys/drivers/ppcfloor/comm/bin/mpixlc

jfo@bglogin2:~$ ls /bgsys/drivers/ppcfloor/comm/bin

mpicc          mpicxx  mpixlc    mpixlcxx    mpixlf2003    mpixlf77    mpixlf90    mpixlf95

mpich2version  mpif77  mpixlc_r  mpixlcxx_r  mpixlf2003_r  mpixlf77_r  mpixlf90_r  mpixlf95_r

jfo@bglogin2:~$ 

Note that currently it is appropriate to update your PATH to include the compiler scripts which are provided for Blue Gene. The compiler invocations can be seen above – those which include the letters “xl” are the IBM compilers, the others are invocations of the GNU C and Fortran compilers.

Compiling code

If the scripts shown above are used, all the “interesting” options are applied automatically at compile and link times. Anyone interested in knowing the details should look at the scripts themselves, and then they will see things like:

" -L/bgsys/drivers/V1R1M1_400_2007-071029P/ppc/comm/lib -ldcmfcoll.cnk -ldcmf.cnk -lpthread -lrt -L/bgsys/drivers/V1R1M1_400_2007-071029P/ppc/runtime/SPI -lSPI.cna "

A simple compilation example follows:

jfo@bglogin2:~$ cat hello_mpi.f

        include 'mpif.h'

        integer rank, size, ierror, tag, status(MPI_STATUS_SIZE)

        character(12) message

        call MPI_INIT(ierror)

        call MPI_COMM_SIZE(MPI_COMM_WORLD, size, ierror)

        call MPI_COMM_RANK(MPI_COMM_WORLD, rank, ierror)

        tag = 100

        if(rank .eq. 0) then

                message = 'Hello, world'

        do i=1, size-1

                call MPI_SEND(message, 12, MPI_CHARACTER, i, tag, MPI_COMM_WORLD, ierror)

        enddo

        else

        call MPI_RECV(message, 12, MPI_CHARACTER, 0, tag, MPI_COMM_WORLD, status, ierror)

        endif

        print*, 'node', rank, ':', message

        call MPI_FINALIZE(ierror)

        end

jfo@bglogin2:~$ mpixlf90 hello_mpi.f -o hello

** _main   === End of Compilation 1 ===

1501-510  Compilation successful for file hello_mpi.f.

When using these compiler scripts, the default options are to compile code for BG/P and to optimise for the BG/P floating point unit: “-qarch=450d -qtune=450”.

Running code on BG/P

As for BG/L, jobs should be submitted through LoadLeveler. An example of the process follows:

jfo@bglogin2:/home/jfo$ cat run_hello

#@ arguments = -np 32 -cwd /home/jfo -exe /home/jfo/hello

#@ class = BGP

#@ input = /dev/null

#@ output = out/$(jobid).out

#@ error = out/$(jobid).err

#@ wall_clock_limit=01:00:00

#@ notification = complete

#@ queue

jfo@bglogin2:/home/jfo$ llsubmit run_hello

Use of uninitialized value in string eq at /home/loadp/bgp-filter.pl line 97.

llsubmit: Processed command file through Submit Filter: "/home/loadp/bgp-filter.pl".

llsubmit: The job "bglogin2.dl.ac.uk.144" has been submitted.

jfo@bglogin2:/home/jfo$ llq

Id                       Owner      Submitted   ST PRI Class        Running On 

------------------------ ---------- ----------- -- --- ------------ -----------

bglogin2.144.0           jfo        11/1  15:38 R  50  BGP          bglogin2   

1 job step(s) in queue, 0 waiting, 0 pending, 1 running, 0 held, 0 preempted

jfo@bglogin2:/home/jfo$ llq

llq: There is currently no job status to report.

You have new mail in /var/mail/jfo

jfo@bglogin2:/home/jfo$ cd out

jfo@bglogin2:/home/jfo/out$ ls -rtla

total 768

-rw-r--r--  1 jfo dlarcg   1320 2007-05-28 10:08 407.out

-rw-r--r--  1 jfo dlarcg 146272 2007-05-28 10:11 408.out

-rw-r--r--  1 jfo dlarcg 146272 2007-05-30 10:07 426.out

-rw-r--r--  1 jfo dlarcg   4576 2007-05-30 10:09 427.out

-rw-r--r--  1 jfo dlarcg    726 2007-10-31 11:22 3.out

-rw-r--r--  1 jfo dlarcg    726 2007-10-31 11:24 4.out

-rw-r--r--  1 jfo dlarcg    726 2007-10-31 11:26 5.out

-rw-r--r--  1 jfo dlarcg    726 2007-10-31 11:29 6.out

-rw-r--r--  1 jfo dlarcg    726 2007-10-31 11:32 7.out

-rw-r--r--  1 jfo dlarcg    726 2007-10-31 13:56 9.out

drwxr-xr-x 14 jfo dlarcg  32768 2007-11-01 15:37 ..

-rw-r--r--  1 jfo dlarcg    726 2007-11-01 15:37 143.out

-rw-r--r--  1 jfo dlarcg    726 2007-11-01 15:38 144.out

drwxr-xr-x  2 jfo dlarcg  32768 2007-11-01 15:38 .

jfo@bglogin2:/home/jfo/out$ cat 144.out

 node 2 :Hello, world

 node 6 :Hello, world

 node 4 :Hello, world

 node 5 :Hello, world

 node 9 :Hello, world

 node 18 :Hello, world

 node 8 :Hello, world

 node 0 :Hello, world

 node 17 :Hello, world

 node 26 :Hello, world

 node 25 :Hello, world

 node 28 :Hello, world

 node 3 :Hello, world

 node 29 :Hello, world

 node 10 :Hello, world

 node 22 :Hello, world

 node 14 :Hello, world

 node 24 :Hello, world

 node 12 :Hello, world

 node 13 :Hello, world

 node 21 :Hello, world

 node 30 :Hello, world

 node 31 :Hello, world

 node 1 :Hello, world

 node 15 :Hello, world

 node 16 :Hello, world

 node 19 :Hello, world

 node 27 :Hello, world

 node 23 :Hello, world

 node 11 :Hello, world

 node 7 :Hello, world

 node 20 :Hello, world

Note:

1.) Clearly LoadLeveler invokes “mpirun”, but defers invoking mpirun until resources are available to run the job. Many of the options available as arguments to mpirun are better handled as LoadLeveler directives. 
http://publib.boulder.ibm.com/infocenter/clresctr/vxrx/topic/com.ibm.cluster.loadl.doc/doc_updates/ll_342_doc_updates.html documents the updates made to LoadLeveler to support BG/P, http://publib.boulder.ibm.com/infocenter/clresctr/vxrx/topic/com.ibm.cluster.loadl34.admin.doc/am2ugmst_xtoc.html describes how to use LoadLeveler. 
 jfo@bglogin2:/home/jfo/out$ mpirun -help
Usage: 
         mpirun [options]
         or
         mpirun [options] binary [arg1 arg2 ... argn]

Options:
    -h                          Provides this extended help information
                                can also use -help
    -version                    Display version information
    -partition <partition_id>   ID of the partition to run the job on
    -np <compute_nodes>         The number of compute nodes to use for the job
    -mode <SMP|DUAL|VN>         Execution mode, either SMP, DUAL, or Virtual Node mode.
                                Default is SMP
    -exe <binary>               Full path to the binary to execute
    -cwd <path>                 Current working directory of the job, as seen by the
                                compute nodes, can also use -wdir
    -host <service_node_host>   Hostname of the service node
    -port <service_node_port>   Port of the mpirun server on the service node
    -env <env=val>              Environment variable that should be set
    -exp_env <env vars>         Environment variable in the current environment to export
    -env_all                    Export all current enviorment variables to the job environment
    -mapfile <mapfile|mapping>  mapfile contains a user specified MPI topology,
                                mapping is a permutation of XYZT
    -args <"<arguments>">       Arguments to pass to the job, must be enclosed in double 
quotes
    -timeout <seconds>          The limit of the job execution time
    -start_gdbserver <path>     Start gdbserver for the job, must specify path to gdbserver
    -label                      Add labels (STDOUT, STDERR, and MPI rank) to the job output
    -nw                         Return mpirun job cycle status instead of job exit status
    -nofree                     Do not deallocate the partition if mpirun allocated it
    -free <wait|nowait>         Free the partition specified by -partition,
                                no job will be run
    -noallocate                 Do not allocate the partition, the job will only start
                                if the partition was already INITIALIZED or CONFIGURING
    -reboot                     Reboot all compute nodes of the specified partition before
                                running the job, the partition must be INIIALIZED prior 
                                to rebooting
    -boot_options <options>     Low level options used when booting a partition
    -verbose <0|1|2|3|4>        Verbosity level, default is 0
    -trace <0-7>                Trace level, output is sent to a file in the current working
                                directory. Default level is 0
    -only_test_protocol         Test the mpirun frontend to backend communication,
                                no job will be run
    -strace <all|none|n>        Enable syscall trace for all, none, or node with MPI rank n
    -shape <XxYxZ>              Shape of job in XxYxZ format, if not specified you must use
                                -partition or -np
    -psets_per_bp <n>           Number of psets per base partition required in the partition.
    -connect <TORUS|MESH>       Compute node connections, default is MESH.
    -enable_tty_reporting       Correctly report tty status to the control system
    -config <path>              Specify mpirun config file path

2.) The default “mode” of operation of BG/P is “SMP mode”, in which up to 1,024 nodes can be requested in a single BG/P rack. Each node contains 4 processors in a SMP configuration sharing 2GB of memory. See SG247287 for more information on BG/P modes of operation.

3.) Currently the “#@class = BGP” statement needs to be included on jobs destined for BG/P.

4.) Jobs are parsed by a “job submission filter” which is under development – hence the awkward error message above when the job is submitted.

5.) Jobs should probably include a “#@bg_size = N” statement to specify the number of BG/P nodes to be used. ESPECIALLY if using non-default modes – the job submission filter currently gets this calculation wrong.

From the LoadLeveler manual:

bg_connection 

Specifies the type of wiring requested for the Blue Gene® partition in which the job step will run.

Syntax: 

bg_connection = TORUS | MESH | PREFER_TORUS

where: 

TORUS 

Specifies that the admissible partitions must be wireable as a torus. 

MESH 

Specifies that the admissible partitions must be wireable as a mesh. 

PREFER_TORUS 

Specifies that the admissible partitions should be wireable as a torus, but if there are no such partitions then the selected partition must be wireable as a mesh. 

This keyword is only valid for job type bluegene. This keyword cannot be used if the bg_partition keyword is specified. This keyword is not inherited by other job steps.

Default value: MESH is the default value.


bg_partition 

Specifies the ID of the Blue Gene® partition that the job will run in.

Syntax: 

bg_partition = partition_id

where partition_id is a string identifying a partition in the Blue Gene system.

This keyword is only valid for job type bluegene. This keyword cannot be used if the bg_connection, bg_requirements, bg_shape, or the bg_size keyword is specified. This keyword is not inherited by other job steps.

Default value: No default is set.


bg_requirements 

Specifies the requirements which a Blue Gene base partition in the LoadLeveler cluster must meet to run any job steps.

Syntax: 

bg_requirements = Boolean_expression 

The only requirement supported at this time is memory, where memory specifies the amount, in megabytes, of regular physical memory required in the C-nodes of the Blue Gene base partition where you want your job step to run. 

Example 1: To require Blue Gene base partitions with 512 megabytes of physical memory in their C-nodes, enter: 

bg_requirements = (Memory == 512)

Example 2: To require Blue Gene base partitions with more than 512 megabytes of physical memory in their C-nodes, enter: 

bg_requirements = (Memory > 512)

This keyword is only valid for job type bluegene. This keyword cannot be used if the bg_partition keyword is specified. This keyword is not inherited by other job steps.

Default value: No default value is set.


bg_rotate 

Specifies whether the scheduler should consider all possible rotations of the given shape of the job when searching for a partition for the job.

Syntax: 

bg_rotate = true | false

where true implies that the shape can be rotated to fit some free resource and false implies that the shape will not be rotated.

Assigning a value of true to this keyword will increase the likelihood of the scheduler finding a partition to run the job and optimizes overall scheduling of Blue Gene resources. bg_rotate must be set to false when using the mapfile argument of mpirun to specify how the job's tasks are to be assigned to the allocated compute nodes.

This keyword is only valid for job type bluegene. This keyword is not inherited by other job steps.

Note: This keyword can only be used in conjunction with the bg_shape job command file keyword. If bg_shape is not present, this keyword is ignored.

Default value: The default value is true.


bg_shape 

Specifies the requested shape of the Blue Gene job to be started in the system.

Syntax: 

bg_shape = XxYxZ

where X, Y, and Z are positive integers indicating the number of base partitions in the X-direction, Y-direction, and Z-direction, respectively, of the requested job shape. The values of X, Y, and Z or their rotations, if bg_rotate is true, must not be greater than the corresponding X, Y, and Z sizes of the Blue Gene system, otherwise the job will never be able to start.

This keyword is only valid for job type bluegene. This keyword can not be used if the bg_partition or bg_size keyword is specified. This keyword is not inherited by other job steps.

Note: The X, Y, and Z dimensions of the allocated partition will be exactly as defined by the bg_shape job command file keyword unless the job command file keyword bg_rotate is specified as true, in which case all possible rotations of the dimensions are possible.

Default value: No default is set.


bg_size 

Specifies the requested size of the Blue Gene job to be started in the system.

Syntax: 

bg_size = bg_size

where bg_size is an integer indicating the size of the job in units of compute nodes. No guarantees are made as to the shape of the allocated partition for a given size. The only guarantee is that the size of the allocated shape will be no smaller than the requested size and as close to the request size as possible.

This keyword is only valid for job type bluegene. This keyword can not be used if the bg_partition or bg_shape keyword is specified. This keyword is not inherited by other job steps.

Note: Not all values given for bg_size are representable. For example, consider an 8x4x4 Blue Gene system in units of base partitions and a requested bg_size of 5632 (equivalent to 11 base partitions). Since 11 is a prime number, it cannot be decomposed. Futhermore, it is greater than any one dimension of the system. In this case, a 3x4x1 partition is allocated, since it is the smallest number of base partitions larger than the requested size.

Default value: If bg_size, bg_shape, or bg_partition are not specified then bg_size defaults to the configured minimum partition size. This is the value of the BG_MIN_PARTITION_SIZE keyword in the configuration file.

Slightly more interesting example

The following example is take from SF247287, Appendix C: a small piece of code which shows some BG/P features from a running job. The example below is a corrected version of the example currently published in the draft Redbook.

jfo@bglogin2:/home/jfo/Personality$ cat personality.c

/* --------------------------------------------------------------- */

/* Example: architectural features */

/* Written by: Bob Walkup */

/* IBM Watson, Yorktown, NY */

/* September 17, 2007 */

/* --------------------------------------------------------------- */

#include <mpi.h>

#include <stdio.h>

#include <spi/kernel_interface.h>

#include <common/bgp_personality.h>

#include <common/bgp_personality_inlines.h>

int main(int argc, char * argv[])

{

        int taskid, ntasks;

        int memory_size_MBytes;

        _BGP_Personality_t personality;

        int torus_x, torus_y, torus_z;

        int pset_size, pset_rank, node_config;

        int xsize, ysize, zsize, procid;

        char location[128];

        MPI_Init(&argc, &argv);

        MPI_Comm_rank(MPI_COMM_WORLD, &taskid);

        MPI_Comm_size(MPI_COMM_WORLD, &ntasks);

        Kernel_GetPersonality(&personality, sizeof(personality));

        if (taskid == 0)

        {

                memory_size_MBytes = personality.DDR_Config.DDRSizeMB;

                printf("Memory size = %d MBytes\n", memory_size_MBytes);

                node_config = personality.Kernel_Config.ProcessConfig;

                if (node_config == _BGP_PERS_PROCESSCONFIG_SMP) printf("SMP mode\n");

                else if (node_config == _BGP_PERS_PROCESSCONFIG_VNM) printf("Virtual-node mode\n");

                else if (node_config == _BGP_PERS_PROCESSCONFIG_2x2) printf("Dual mode\n");

                else printf("Unknown mode\n");

                printf("number of MPI tasks = %d\n", ntasks);

                xsize = personality.Network_Config.Xnodes;

                ysize = personality.Network_Config.Ynodes;

                zsize = personality.Network_Config.Znodes;

                pset_size = personality.Network_Config.PSetSize;

                pset_rank = personality.Network_Config.RankInPSet;

                printf("number of processors in the pset = %d\n", pset_size);

                printf("torus dimensions = <%d,%d,%d>\n", xsize, ysize, zsize);

        }

        torus_x = personality.Network_Config.Xcoord;

        torus_y = personality.Network_Config.Ycoord;

        torus_z = personality.Network_Config.Zcoord;

        BGP_Personality_getLocationString(&personality, location);

        procid = Kernel_PhysicalProcessorID();

        /*-----------------------------------------------*/

        /* print torus coordinates and the node location */

        /*-----------------------------------------------*/

        printf("MPI rank %d has torus coords <%d,%d,%d> cpu = %d, location = %s\n",

        taskid, torus_x, torus_y, torus_z, procid, location);

        MPI_Finalize();

        return 0;

}

jfo@bglogin2:/home/jfo/Personality$ cat Makefile

BGP_FLOOR = /bgsys/drivers/ppcfloor

BGP_IDIRS = -I$(BGP_FLOOR)/arch/include

CC = $(BGP_FLOOR)/comm/bin/mpicc 

EXE = personality

OBJ = personality.o

SRC = personality.c

FLAGS =

FLD =

$(EXE): $(OBJ)

        ${CC} $(FLAGS) -o $(EXE) $(OBJ) $(BGP_LIBS)

$(OBJ): $(SRC)

        ${CC} $(FLAGS) $(BGP_IDIRS) -c $(SRC)

clean:

        rm personality.o personality

jfo@bglogin2:/home/jfo/Personality$ cat run_personality_32

#@ bg_size = 32 

#@ executable = /bgsys/drivers/ppcfloor/bin/mpirun

#@ job_type = bluegene

#@ arguments = -np 32 -cwd /home/jfo/Personality -exe /home/jfo/Personality/personality

#@ class = BGP

#@ input = /dev/null

#@ output = out/$(jobid).out

#@ error = out/$(jobid).err

#@ wall_clock_limit = 01:00:00

#@ notification = complete

#@ queue

jfo@bglogin2:/home/jfo/Personality$ cd out

jfo@bglogin2:/home/jfo/Personality/out$ cat 137.out

MPI rank 2 has torus coords <2,0,0> cpu = 0, location = R00-M0-N00-J12

MPI rank 18 has torus coords <2,0,1> cpu = 0, location = R00-M0-N00-J16

MPI rank 21 has torus coords <1,1,1> cpu = 0, location = R00-M0-N00-J09

MPI rank 17 has torus coords <1,0,1> cpu = 0, location = R00-M0-N00-J08

MPI rank 4 has torus coords <0,1,0> cpu = 0, location = R00-M0-N00-J22

MPI rank 20 has torus coords <0,1,1> cpu = 0, location = R00-M0-N00-J26

Memory size = 2048 MBytes

MPI rank 25 has torus coords <1,2,1> cpu = 0, location = R00-M0-N00-J10

MPI rank 9 has torus coords <1,2,0> cpu = 0, location = R00-M0-N00-J06

MPI rank 24 has torus coords <0,2,1> cpu = 0, location = R00-M0-N00-J25

MPI rank 10 has torus coords <2,2,0> cpu = 0, location = R00-M0-N00-J14

MPI rank 12 has torus coords <0,3,0> cpu = 0, location = R00-M0-N00-J20

MPI rank 14 has torus coords <2,3,0> cpu = 0, location = R00-M0-N00-J15

MPI rank 11 has torus coords <3,2,0> cpu = 0, location = R00-M0-N00-J29

MPI rank 16 has torus coords <0,0,1> cpu = 0, location = R00-M0-N00-J27

MPI rank 22 has torus coords <2,1,1> cpu = 0, location = R00-M0-N00-J17

MPI rank 26 has torus coords <2,2,1> cpu = 0, location = R00-M0-N00-J18

MPI rank 15 has torus coords <3,3,0> cpu = 0, location = R00-M0-N00-J28

MPI rank 31 has torus coords <3,3,1> cpu = 0, location = R00-M0-N00-J32

MPI rank 29 has torus coords <1,3,1> cpu = 0, location = R00-M0-N00-J11

MPI rank 3 has torus coords <3,0,0> cpu = 0, location = R00-M0-N00-J31

MPI rank 13 has torus coords <1,3,0> cpu = 0, location = R00-M0-N00-J07

MPI rank 28 has torus coords <0,3,1> cpu = 0, location = R00-M0-N00-J24

MPI rank 8 has torus coords <0,2,0> cpu = 0, location = R00-M0-N00-J21

MPI rank 27 has torus coords <3,2,1> cpu = 0, location = R00-M0-N00-J33

MPI rank 6 has torus coords <2,1,0> cpu = 0, location = R00-M0-N00-J13

MPI rank 7 has torus coords <3,1,0> cpu = 0, location = R00-M0-N00-J30

MPI rank 30 has torus coords <2,3,1> cpu = 0, location = R00-M0-N00-J19

SMP mode

number of MPI tasks = 32

number of processors in the pset = 32

MPI rank 5 has torus coords <1,1,0> cpu = 0, location = R00-M0-N00-J05

torus dimensions = <4,4,2>

MPI rank 0 has torus coords <0,0,0> cpu = 0, location = R00-M0-N00-J23

MPI rank 1 has torus coords <1,0,0> cpu = 0, location = R00-M0-N00-J04

MPI rank 23 has torus coords <3,1,1> cpu = 0, location = R00-M0-N00-J34

MPI rank 19 has torus coords <3,0,1> cpu = 0, location = R00-M0-N00-J35

Virtual Node Mode

The following LoadLeveler script submits a job across the entire BG/P rack (1,024 nodes) but with 4,096 MPI tasks (4 tasks per node):

jfo@bglogin2:/home/jfo/Personality$ cat run_personality

#@ executable = /bgsys/drivers/ppcfloor/bin/mpirun

#@ bg_size = 1024

#@ job_type = bluegene

#@ arguments = -np 4096 -mode VN -cwd /home/jfo/Personality -exe /home/jfo/Personality/personality

#@ class = BGP

#@ input = /dev/null

#@ output = out/$(jobid).out

#@ error = out/$(jobid).err

#@ wall_clock_limit = 01:00:00

#@ notification = complete

#@ queue

Any questions probably need to be directed to the Daresbury BG system administrators in the first place, but I'll be glad to help if I can of course.

Jonathan Follows

Deep Computing, Consulting I/T Specialist

IBM UK, Manchester [Internal 487099]

POST: c/o IBM UK Limited, NHBR-1PH, Portsmouth PO6 3AU

Tel: (+44) 1619057099 FAX: (+44) 870 1385642

Mobile: (+44) 7764660714 MOBX 273842

E-mail: Jonathan_Follows@uk.ibm.com

Text messaging: http://www.jonathanfollows.com/~jonathanfollows/pageme
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